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Perpetrator!

John	  	  stole	  	  a	  big	  car	  
Goods!

Seman)c	  role	  labeling	  (SRL)	  
Input:	   	   	   	  a	  sentence	  	  
Output:	   	   	  representa)on	  of	  meaning	  (using	  “roles”)	  	  

Roles	  
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Frame	  SRL	  

In	  the	  case	  of	  organic	  pollu)ons,	  the	  analysis	  itself	  
took	  no	  more	  than	  five	  days	  

He	  sat	  up	  and	  took	  a	  piece	  of	  mud-‐coloured	  rag	  …	  

FrameNet	  

Predicate:	  “take”	  	  



5	  

In	  the	  case	  of	  organic	  pollu)ons,	  the	  analysis	  itself	  
took	  no	  more	  than	  five	  days	  

Activity!

Time!

He	  sat	  up	  and	  took	  a	  piece	  of	  mud-‐coloured	  rag	  …	  
Agent! Theme!

Predicate:	  “take”	  	  

TAKING	  

Frame	  SRL	  
FrameNet	  



6	  

In	  the	  case	  of	  organic	  pollu)ons,	  the	  analysis	  itself	  
took	  no	  more	  than	  five	  days	  

Activity!

Time!

He	  sat	  up	  and	  took	  a	  piece	  of	  mud-‐coloured	  rag	  …	  
Agent! Theme!

Predicate:	  “take”	  	  

Arguments	  

TAKING_TIME	  

TAKING	  

Frame	  SRL	  
Frame	   FrameNet	  



7	  

In	  the	  case	  of	  organic	  pollu)ons,	  the	  analysis	  itself	  
took	  no	  more	  than	  five	  days	  

Activity!

Time!

He	  sat	  up	  and	  took	  a	  piece	  of	  mud-‐coloured	  rag	  …	  
Agent! Theme!

Predicate:	  “take”	  	  

Arguments	  

TAKING_TIME	  

TAKING	  

Frame	  SRL	  
Frame	  

Biggest	  challenge:	  	  
limited	  annotaCons	  	  

(≈5000	  full-‐text	  sentences	  	  
in	  FrameNet)	  

FrameNet	  
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Many	  other	  resources	  for	  SRL	  

take.02	  
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Many	  other	  resources	  for	  SRL	  
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Goal:	  
•  Improve	  seman)c	  role	  labeling	  on	  FrameNet	  
	  	  	  	  	  	  using	  other	  resources	  

“Target”	  task	  

PropBank	  	  John	  couldn't	  take	  the	  heat,	  so	  he	  got	  out	  of	  the	  kitchen.	  
A0! A1!

PropBank	  has	  many	  predicates,	  that	  are	  not	  in	  FrameNet	  
Ex:	  aaest,	  involve,	  nominate	  …	  

Many	  other	  resources	  for	  SRL	  

take.02	  



•  FrameNet	  Exemplars	  
–  single	  sentences,	  primarily	  Bri)sh	  Na)onal	  Corpus	  
–  distribu)on	  of	  roles	  is	  “ar)ficial”	  
	  

•  PropBank	  
– WSJ	  data,	  generally	  coarser	  sense	  dis)nc)ons	  
–  different	  annota)on	  scheme	  

Many	  other	  resources	  for	  SRL	  

FrameNet	  
(FT)	  

FrameNet	  
Exemplars	  

PropBank	  

•  FrameNet	  full-‐text	  (FT)	  
–  document	  annota)ons:	  newswire,	  emails,	  	  
	  	  	  	  transcripts	  of	  phone	  conversa)ons	  etc.	  

≈	  5,000	  

≈	  140,000	  

≈	  110,000	  
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•  PropBank	  
– WSJ	  data,	  generally	  coarser	  sense	  dis)nc)ons	  
–  different	  annota)on	  scheme	  

This	  work	  incorporates	  these	  resources..	  

FrameNet	  
Exemplars	  

PropBank	  

≈	  140,000	  

≈	  110,000	  

Criminal	  
Process	  

Arrest	   Sentencing	   Trial	  

•  FrameNet	  Hierarchy	  [Ruppenhofer	  et	  al.,	  2010]	  
–  rela)onships	  such	  as	  	  
	  	  	  	  inheritance	  between	  roles	  
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	   	   	   	  dependency	  parse	  

Output:	  	  a	  set	  of	  	  
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Predicate	  
Detec)on	  

Argument	  detec)on	  
+	  Labeling	  

SEMAFOR	  (Das	  et	  al.,2010)	  

Frame	  
Disambigua)on	  

Focus	  of	  this	  talk!	  

frame,	  <argument	  spans,	  role	  label>	  

Given	  the	  frame,	  
find	  the	  arguments	  



Objec)ve	  func)on	  
•  Goal:	  Match	  text-‐spans	  with	  role	  labels	  

John	  
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Objec)ve	  func)on	  
•  Goal:	  Match	  text-‐spans	  with	  role	  labels	  
•  Score	  of	  a	  span	  ‘a’	  

	  

to FrameNet and VerbNet.

3 Learning from multiple domains and

representations

We use the model from SEMAFOR (Das et al.,

2014), described in §3.1–3.2, as a starting point.

We experiment with several domain adaptation

(DA) techniques, augmenting the model’s training

data (§3.3) and feature space (§3.4–3.6).

3.1 Base model

The argument identification task is treated as a

structured prediction problem. Let the classifica-

tion input be a dependency-parsed sentence x, the

token(s) p constituting the predicate in question,

and the frame f evoked by p (as determined by

frame identification). We use the heuristic proce-

dure from (Das et al., 2014) for extracting candi-

date argument spans for the predicate; call this

spans(x, p, f ). spans always includes a special

span denoting an empty or non-overt role, denoted�. For each candidate span a ∈ spans(x, p, f ), we

extract a binary feature vector φ(a,x, p, f ). We use

a linear model, parametrized by the weight vector

w, to score a:

scorew(a � x, p, f ,r) =w
�φ(a,x, p, f ,r) (1)

Its parameters (feature weights) w are learned from

data (§3.2).

At inference time, we use a global classifier.

The global classifier chooses a joint assignment

of all arguments of a frame, while respecting the

following constraints:

• a role may be assigned to at most one span,

and

• spans of overt arguments must not overlap.

Formally, let a joint assigment be represented as

a function a ∶ roles( f )→ spans(x, p, f ), and let A
be the set of all non-overlapping joint assignments.

We give a the score:

scorew(a �x, p, f )= �
r∈roles( f )

scorex(a(r) � x, p, f ,r)
(2)

and choose the joint assignment:

args(x, p, f ) = argmax

a∈A scorew(a � x, p, f ,r). (3)

Beam search, with a beam size of 100, is used to

find this argmax.
5

5
Recent work has improved upon global decoding tech-

3.2 Learning

Following SEMAFOR, we train using a local ob-

jective instead of using a global classifier. In other

words, we treat each role and span pair as an in-

dependent training instance. But we have made

several modifications to training in order to speed

up experiments:

Squared Hinge Loss: We minimize squared

structured hinge loss (defined below) instead of a

log-linear loss. Using hinge loss, there is no longer

a need to calculate a partition function. Gradients,

and hence parameters, are sparser than in a log-

linear model, as they only depend on the correct

span and the predicted span.

AdaDelta: We use the online optimization

method AdaDelta (Zeiler, 2012) with minibatches,

instead of the batch method L-BFGS (Liu and No-

cedal, 1989). We use minibatches of size 4,000

on the full text data, and 40,000 on the exemplar

data. While the impact on full-text performance is

negligible, these changes decreased training time

significantly.
6

Let ((x, p, f ,r),a) be the i
th

training example.

Then the squared hinge loss on the i
th

example is

given by:

SqHinge
w
(i) =

(max
a′ {w�φ(a′,x, p, f ,r)+cost(a′,a)}−

w
�φ(a,x, p, f ,r))2.

We use cost(a′,a) = I{a′≠a}, where I{P} is the in-

dicator function, with value 1 if P is true, 0

otherwise.
7

We learn w by minimizing the �2-

regularized average loss on the dataset:

w
∗ = argmin

w

1

N

N�
i=1

{SqHinge
w
(i)}+ 1

2
λ�w�22 (4)

3.3 Augmenting the Training Data

This is the simplest possible technique: we add

the exemplars training data, Dex, to the full text

training data, D f t , without differentiating between

the two, and train on the combined dataset.

niques (Täckström et al., 2015). We expect such improvements

to be complementary to the gains due to the added features

and data reported here.
6
With SEMAFOR’s original features and training data, the

result of the above changes is that full-text F1 decreases from

59.3% to 59.1%, while training time (running optimization to

convergence) decreases from 729 minutes to 82 minutes.
7
We experimented with recall-oriented training, where

errors of omission are assigned a higher cost, but found that

while recall increased, overall F1 went down.

sentence	  
predicate	  

frame	  
role	  
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on the full text data, and 40,000 on the exemplar

data. While the impact on full-text performance is

negligible, these changes decreased training time

significantly.
6

Let ((x, p, f ,r),a) be the i
th

training example.

Then the squared hinge loss on the i
th

example is

given by:

SqHinge
w
(i) =

(max
a′ {w�φ(a′,x, p, f ,r)+cost(a′,a)}−

w
�φ(a,x, p, f ,r))2.

We use cost(a′,a) = I{a′≠a}, where I{P} is the in-

dicator function, with value 1 if P is true, 0

otherwise.
7

We learn w by minimizing the �2-

regularized average loss on the dataset:

w
∗ = argmin

w

1

N

N�
i=1

{SqHinge
w
(i)}+ 1

2
λ�w�22 (4)

3.3 Augmenting the Training Data

This is the simplest possible technique: we add

the exemplars training data, Dex, to the full text

training data, D f t , without differentiating between

the two, and train on the combined dataset.

niques (Täckström et al., 2015). We expect such improvements

to be complementary to the gains due to the added features

and data reported here.
6
With SEMAFOR’s original features and training data, the

result of the above changes is that full-text F1 decreases from

59.3% to 59.1%, while training time (running optimization to

convergence) decreases from 729 minutes to 82 minutes.
7
We experimented with recall-oriented training, where

errors of omission are assigned a higher cost, but found that

while recall increased, overall F1 went down.

_	  

Adadelta	  for	  opCmizaCon	  



Objec)ve	  func)on	  
•  Match	  text-‐spans	  with	  role	  labels	  
•  Score	  of	  a	  span	  ‘a’	  

•  Squared	  hinge	  loss	  for	  ith	  example	  

scorew(a � x, p, f ,r) =w�φ(a,x, p, f ,r)
sentence	  

predicate	  
frame	  

role	  

SqHingew(i) =(max
a′ {w�φ(a′,x, p, f ,r)+cost(a′,a)}−

� ( ))2

′ )+ ( ′ )}−
w�φ(a,x, p, f ,r))2.

=
_	  

Adadelta	  for	  opCmizaCon	  

Significant	  benefits	  
in	  run-‐)me	  over	  

prior	  work	  
(1	  week	  -‐>	  9	  hours)	  



Approaches	  to	  incorporate	  other	  resources	  

•  Use	  as	  addi)onal	  training	  data	  
	  
	  

•  Via	  addi)onal	  features	  (feature	  augmenta)on)	  
– Frustra)ngly	  easy	  domain	  adapta)on	  
– Defining	  “guide	  features”	  

•  Parameter	  sharing	  

[Daumé,	  09]	  

[Johansson,	  ‘13]	  



Feature	  augmenta)on	  using	  “guides”	  

21	  

Model	  

Baseline	  (SEMAFOR)	  

John	  stole	  a	  big	  car	  

FrameNet	  
(FT)	  

feature	  extrac)on	  

training	  

!
hi!
hj

Perpetrator! Goods!

	  	  	  “John”	  
	  

“a	  big	  car”	  

[Johansson,	  ‘13]	  



Feature	  augmenta)on	  using	  “guides”	  
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John	  stole	  a	  big	  car	  

FrameNet	  
(FT)	  

auxiliary	  
model	  Model	  

PropBank	  

Model	  

[Johansson,	  ‘13]	  

Perpetrator! Goods!

!
hi!
hj



Feature	  augmenta)on	  using	  “guides”	  
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John	  stole	  a	  big	  car	  

FrameNet	  
(FT)	  

A0! A1!

auxiliary	  
model	  Model	  

PropBank	  

apply	  

Output	  from	  
auxiliary	  model	  is	  
used	  as	  features	  
in	  the	  target	  task	  

Model	  

[Johansson,	  ‘13]	  

[	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  ]	  

[	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  ]	  

g(‘A0’)	

 g(‘A1’)	


!
hi!
hj

Perpetrator! Goods!



Feature	  augmenta)on	  using	  “guides”	  
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John	  stole	  a	  big	  car	  

FrameNet	  
(FT)	  

A0! A1!

auxiliary	  
model	  Model	  

PropBank	  

apply	  

Model	  

g(x) = [ 1,  x,  x Λ FNrole,  x Λ frame(x), 	

                                        x Λ FNframe]	


Span	  was	  labeled	  by	  
auxiliary	  model	  	  	  

[Johansson,	  ‘13]	  

[	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  ]	  

[	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  ]	  

g(‘A0’)	

 g(‘A1’)	


!
hi!
hj

Perpetrator! Goods!



Feature	  augmenta)on	  using	  “guides”	  
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John	  stole	  a	  big	  car	  

FrameNet	  
(FT)	  

A0! A1!

auxiliary	  
model	  Model	  

PropBank	  

apply	  

Model	  

g(x) = [ 1,  x,  x Λ FNrole,  x Λ frame(x), 	

                                        x Λ FNframe]	


Span	  was	  labeled	  by	  
auxiliary	  model	  	  	  

g(‘A0’) = [ 1,  A0, A0 Λ Perpetrator, A0 Λstole.01,	

	
 	
 	
 	
 	
 	
A0 Λ Theft]	


[Johansson,	  ‘13]	  

[	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  ]	  

[	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  ]	  

g(‘A0’)	

 g(‘A1’)	


!
hi!
hj

Perpetrator! Goods!



CRIMINAL_PROCESS.	  
Defendant	  

ARREST.	  
Suspect	  

SENTENCING.	  
Convict	  

TRIAL.	  
Defendant	  

Parameter	  sharing	  using	  the	  
FrameNet	  hierarchy	  

26	  Please	  refer	  to	  paper	  for	  details!	  



CRIMINAL_PROCESS.	  
Defendant	  

ARREST.	  
Suspect	  

SENTENCING.	  
Convict	  

TRIAL.	  
Defendant	  

Parameter	  sharing	  using	  the	  
FrameNet	  hierarchy	  

27	  

Parameters	  are	  shared	  
between	  all	  siblings	  	  

Sharing	  involving	  higher	  
levels	  did	  not	  work	  as	  well	  

Please	  refer	  to	  paper	  for	  details!	  



Evalua)on	  

•  FrameNet	  1.5	  
–  test	  set	  from	  Das	  et	  al.	  2010	  
– 2420	  sentences,	  7210	  overt	  arguments	  

•  For	  frame:	  
– assume	  gold	  frame	  is	  known	  
– use	  frames	  from	  SOTA	  frame-‐iden)fica)on	  	  
	  	  	  	  [Hermann	  et	  al	  2014]	  

Full	  system	  
performance	  



F1	  on	  test	  set	  (given	  gold	  frame)	  
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Baseline	  
(FT)	  

FrameNet	  
Hierarchy	  

Exemplars	  PropBank	  

PB	  

AddiConal	  
resource	  
used	  

PropBank	  +	  
Exemplars	  

Hierarchy	  +	  
Exemplars	  



F1	  on	  test	  set	  (given	  gold	  frame)	  
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Baseline	  
(FT)	  

FrameNet	  
Hierarchy	  

Exemplars	  PropBank	  

PB	  

AddiConal	  
resource	  
used	  

59.12	   59.47	  
60.36	  

61.9	  
62.8	   63.07	  

57	  

58	  

59	  

60	  

61	  

62	  

63	  

64	  

PropBank	  +	  
Exemplars	  

Hierarchy	  +	  
Exemplars	  

3.95%	  improvement	  over	  
SEMAFOR	  



F1	  on	  test	  set	  (given	  gold	  frame)	  
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Baseline	  
(FT)	  

FrameNet	  
Hierarchy	  

Exemplars	  PropBank	  

PB	  

AddiConal	  
resource	  
used	  

59.12	   59.47	  
60.36	  

61.9	  
62.8	   63.07	  

57	  

58	  

59	  

60	  

61	  

62	  

63	  

64	  

PropBank	  +	  
Exemplars	  

Hierarchy	  +	  
Exemplars	  

Full-‐system	  improvement:	  
66.8	  à	  	  67.9	  
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Rare	  roles	  

Common	  
roles	  
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Rare	  roles	  

Common	  
roles	  
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Rare	  roles	  

Common	  
roles	  

Baseline	  (FT)	  

FT	  +	  Exemplars	  +	  Hierarchy	  

CHATTING.Topic	  
HEAR.Message	  
ACCOMPLISHMENT.Goal	  

STATEMENT.Speaker	  
ARRIVING.Goal	  
CALENDRIC_UNIT.Unit	  



Test	  sentences	  with	  gains	  

Passengers	  crane	  their	  necks	  for	  dizzying	  glimpses	  of	  the	  harbor	  
Agent! Body_part! Purpose!

BODY_MOVEMENT	  

Can	  he	  just	  get	  on	  a	  plane	  and	  fly	  to	  Paris	  ?	  
Vehicle!

Traveller!

BOARD_VEHICLE	  

Arguments	  in	  blue	  colour	  are	  missed	  by	  the	  
baseline,	  but	  found	  by	  our	  model	  



Conclusion	  

36	  

•  Contribu)ons:	  
– we	  exploit	  mul)ple	  diverse	  resources	  for	  beaer	  
coverage	  

– side-‐effect:	  faster	  training	  using	  hinge	  loss	  
	  

•  Future	  work:	  
–  incorporate	  addi)onal	  resources	  
– combine	  with	  other	  models	  as	  the	  baseline	  
[Tackstorm	  et	  al.,	  2015]	  



Prior	  work	  

•  Using	  FrameNet	  hierarchy	  
– Matsubayashi	  et	  al.,	  ‘09	  
–  Johansson	  ‘12	  

•  Other	  direc)ons	  
– Pavlick,	  ‘15	  
– Fezabadi	  &	  Pado,	  ‘15	  
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Sizes	  of	  the	  resources	  

	  
Resource	  

Number	  of	  
sentences	  

Number	  of	  overt	  
arguments	  

2,780	  
	  

25,918	  

137,515	   278,985	  

112,831	   541,759	  

40	  

FrameNet	  
(FT)	  

FrameNet	  
Exemplars	  

PropBank	  



Frustra)ngly	  easy	  domain	  adapta)on	  

41	  

[Daume	  et	  al.,	  2009]	  

Full-‐
text	  

[	  0	  ;	  φ	  ;	  φ	  ]	  [	  φ	  ;	  0	  ;	  φ	  ]	  

Model	  

Maintain	  task-‐
specific	  and	  general	  
copies	  of	  features	  

Exemplars	  


